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Assigning Education Status in
CBO’s Long-Term
Microsimulation Model

Introduction

This background paper describes the methods the Congressional Budget Office
(CBO) uses to assign educational attainment in its long-term microsimulation model
(known as the CBOLT model). Education is a key component of several demographic
and economic attributes used in the model; among the others are fertility, mortality,
labor force participation, and earnings. CBO developed a microsimulation approach
for analyzing Social Security and other long-term policy issues in order to provide the
Congress with comprehensive analyses of the budgetary, distributional, and aggregate
economic aspects of various policy choices. Microsimulation allows analysts to exam-
ine how public policy affects Social Security finances under current law and to project
what would occur under various proposed alternatives.

The methodological strategy of microsimulation is to generate realistic demographic
and economic outcomes for a representative sample of the population. The simula-
tion then applies Social Security tax and benefit rules as a method for identifying the
likely effects of current law and of various policy alternatives. Educational attainment
is the first external demographic characteristic assigned to the individual and thus is
important to help capture the appropriate relationships when marital status, fertility,
and labor force participation, for example, are assigned. The projected labor market
outcomes in turn determine earnings levels and earnings growth and, ultimately, pay-
roll taxes paid and benefits received by individual workers. Because projected individ-
ual earnings determine aggregate revenues and outlays, they are a crucial component
in the distribution of taxes and benefits for the entire population.

The core data file used in the CBOLT model contains information on individuals’
earnings, Social Security benefit status, age, and sex. Thus, any imputation and
assignment of educational attainment must, at most, be based exclusively on those
four variables. The advantage of randomly assigning education status to the core data
file is that the educational attainment distribution then exactly matches the distribu-
tion of educational attainment observed in the population. Such random assignment,
however, also might generate an inaccurate distribution of earnings across (and
within) different categories of educational attainment. This background paper
describes the methods for imputing educational attainment for the representative
sample in the CBOLT model. The methods are designed to generate distributions of



education that are close to those observed in survey data and to accurately capture the
relationship between educational attainment and earnings.

Development of the Model

The CBOLT microsimulation model starts with data from a representative sample of
the population and projects demographic and economic outcomes for that sample
through time. The root sample is drawn from administrative data under the frame-
work used by the Social Security Administration to create the Continuous Work His-
tory Sample (CWHS), which contains the core records of administrative earnings
used in the CBOLT model. The Social Security Administration furnishes several data
sets to CBO for use in the microsimulation model.!

Basic demographic assignments in the CBOLT model include educational attain-
ment, marital transitions and partner assignments, fertility, disability, and eventual
death. The economic processes in the model include a series of labor force and earn-
ings modules (labor force participation, full-time or part-time employment, hours
worked, periods of unemployment, and earnings) and subsequent tax and benefit cal-
culations. Educational attainment is assigned according to the methodology outlined
below for individuals for whom actual earnings data exist in the CWHS; for individu-
als who enter the model during the projection period, educational attainment is
assigned randomly according to frequencies observed in survey data.

Each of the two processes for assigning educational attainment to the CBOLT sample
is determined by a person’s age in 2004, the last year of the CWHS currently used.
For people born after 1939 and before 1977 (who were therefore 28 to 64 years old in
2004), the stream of earnings in the CWHS is compared with a representative stream
of earnings predicted by a model that uses 30 years of annual data from the March
Current Population Survey (CPS). The stream of earnings over a worker’s lifetime—
the worker’s age—earnings profile—typically rises at younger ages, reaches a plateau
during middle age, and then declines as a worker nears and enters retirement. That
pattern, which is in the shape of an inverted “U,” represents the average, and it differs
by educational attainment and by sex. Deviations from the pattern are not unexpected
and, therefore, various adjustments are made to the initial assignments in the micro-
simulation model.

The second process assigns educational attainment to people who are younger than
28 or older than 64. Because the younger group has just a few years of actual earnings,
educational attainment is assigned randomly. The earnings patterns for people over the
age of 64 appear to differ by education categories in ways that are not demonstrated

1. The other administrative data used to construct the CBOLT root data file include the Detailed
Earnings Record, the Summary Earnings Record, the Numident (or the Social Security Numerical
Identification System), and the Master Beneficiary Record. For this analysis, the root data file is
called the CWHS. Panis and colleagues (2000) discuss the administrative data files in more detail.
For more information about the CBOLT root data set (see Appendix B, CBO [2006]).



among later birth cohorts. The two groups are randomly assigned an education status
using 11 years of pooled data from the CPS. Similarly, for people who were “born” in
the model—the individuals created after the CWHS ends in 2004—educational
attainment is randomly assigned at birth to mirror the distribution observed in the
general population.

Educational attainment for the randomly assigned groups is estimated by sex and
nativity (that is, whether the place of birth is the United States or some other coun-
try), using pooled CPS data from calendar years 1993 to 2004 (see Table 1). It is
worth noting that, starting with the 1975 birth cohort, the shares are fixed; the
CBOLT model does not project changes in the education distribution. There are, of
course, several trends in the U.S. education system that could significantly affect the
proportions of each group in the future. Those factors include the rising cost of post-
secondary education (Schwartz and Scafidi 2004); differential high school dropout
rates between men and women, whites and minorities, and urban and rural schools
(Swanson 2008); and the challenges state and local governments face in spending for
education.

Examining Age—Earnings Profiles

People enter the workforce expecting their earnings to increase over most of their life-
time and then to decline just ahead of, and at, retirement. This inverted-U profile for
age and earnings is not universal, however, because of changes in family status, disabil-
ity status, or simple year-to-year variation in earnings. For people with less education,
moreover, the inverted-U does not seem to occur; those workers have lower and flatter
earnings profiles over a lifetime than do workers with more education. The different
patterns generate the appropriate variability in educational attainment and earnings
that is used to impute education in the microsimulation model.

Estimated age—earnings profiles are derived on the basis of 30 years’ worth of data
from the March CPS, estimated separately by sex with separate sample weights for
natives and the foreign born. The CPS collects demographic and economic informa-
tion from about 50,000 households—for 150,000 to 200,000 individuals—each year.
The CPS sample used to estimate the age—earnings profiles contains data from 1975
through 2005 (CPS data from 1976 to 2006). Total earnings are defined as the sum of
wage and salary earnings, self-employment earnings, and farm earnings. An average
wage adjustment then indexes total earnings to a common base year. The average
wage index—which combines changes in wages and prices—shows how standards of
living differ from one cohort to the next. Simply indexing by price inflation would
leave the effect of productivity increases in the data; the goal is to isolate changes asso-
ciated with age, sex, education, and birth cohort. Overall earnings growth in the
estimated age—earnings profiles may therefore appear slower than reported elsewhere
in the literature (Beaudry and Green 2000, Murphy and Welch 1990). (The con-
struction of the pooled CPS sample and the average wage index are discussed in

Appendix A.)



Individuals are grouped into five birth cohorts: before 1940 (“pre-1940s”), 1940—
1949, 1950-1959, 1960-1969, and 1970 and after (“1970s”). Educational attain-
ment is divided into four categories: less than high school, high school graduate, some
college, and college graduate; respondents with missing education or with total earn-
ings less than or equal to zero are dropped from the sample.? Because nativity status
was not recorded in the CPS before 1993, new sample weights are created using the
1970, 1980, 1990, and 2000 census files and the 2004 American Community Survey
(provided through the Integrated Public Use Microdata Series). The new sample
weights are used to adjust the CPS data before 1993 so that total population counts of
natives and foreign-born people approximate those found in the census (the construc-
tion of sample weights is explained in Appendix B).

Tracking Raw Earnings Profiles

The pooled CPS data are used to illustrate age—earnings profiles for men and women
separately by four education categories and five birth cohorts. The profiles show three
main trends: First, as men’s educational attainment rises, the differences among
cohorts decline—that is, the returns on investment in education are more or less con-
stant from one cohort to the next. For women, however, as educational attainment
increases, the differences between cohorts rise as well, suggesting that the returns have
increased over time. Second, earnings growth is positively correlated with educational
attainment. Third, the age—earnings profiles for women generally are flatter than they
are for men.

Raw Age—Earnings Profiles: Men

When real (average wage-adjusted) average earnings for men in each educational
attainment group are graphed for each age cohort, two facts are immediately evident
(see Figure 1): First, where people have more education, the differences from one
earnings profile to the next are smaller. For example, for 40-year-old high school grad-
uates there is a difference of about $7,000 in earnings between the pre-1940s and the
1960s cohorts; earnings for 40-year-old college graduates in the same two cohorts,
however, are about the same. Compositional changes within education groups across
cohorts are at least partly responsible for the disparities. That is, the portion of native-
born male high school dropouts has declined dramatically, from about 35 percent for
those born before 1920 to 10 percent for those born in the 1960s. In the same period,
the portion of college graduates has approximately doubled, from about 15 percent to
about 25 percent of the native-born male population.

2. Educational attainment is based on the highest recorded level of education. High school graduates
include those who have a high school diploma or equivalent. People with some college are those
with some college but no degree or those with an associate’s degree. See Appendix A for more
details on the construction of the pooled CPS data set. The education status variable is also recoded
for younger survey respondents. For respondents younger than 19 who report some college, educa-
tion is recoded to high school graduate; for those under age 22 who are college graduates, educa-
tion is recoded to some college.



The second observation from men’s raw age—earnings profiles is that individuals with
more education (especially college graduates) experience faster earnings growth as they
age than do workers with less education. This is perhaps most clearly seen in the cal-
culation of the growth from the minimum to the maximum earnings for groups with
different educational attainment. Take, for example, the 1950s birth cohort, with
average earnings for ages 22 to 54. The differences from the minimum to the maxi-
mum earnings for each education category for that cohort are 46 percent (less than
high school), 58 percent (high school graduate), 184 percent (some college), and
482 percent (college graduate). Thus, although workers with less education might, at
age 22, have higher earnings than those with more education, over a lifetime their
earnings profile will be flatter.

Over time, there appear to have been opposing shifts in the profiles from older to
more recent cohorts. Younger workers with at most a high school diploma earn less
than all of the preceding cohorts. For 25-year-olds who finished high school, for
example, workers in the most recent cohort earn about 18 percent less than their
counterparts did in the 1950s. At the upper end of the education distribution, how-
ever, there appears to be a smaller decline in the earnings profiles for younger workers.
That change could reflect the aging of the population or it could be attributable to

changes in technology benefiting younger, more technically skilled workers (Juhn,
Murphy, and Pierce 1993).

Raw Age—Earnings Profiles: Women

The same set of age—earnings profiles for women give slightly different results (see
Figure 2). All of the earnings profiles for women are much flatter than they are for
men, and younger women with more education appear to experience faster earnings
growth than do most of their older counterparts. There is almost no curvature in the
age—earnings profile for women with less than a high school education; earnings lie
between about $6,000 and $13,000 (compared with the similar group of men, whose
earnings are between $10,000 and $27,000). Women who graduate from high school
have higher real average earnings—$3,000 to $6,000 more at each age—with more
curvature in their profiles than shown for high school dropouts. There tends to be
early growth in earnings among women with at least some college education, but only
for women who have graduated college does that growth translate to significant gains
relative to the other groups.

The differences in the age—earnings profiles among women in the various educational-
attainment groups are more pronounced than they are for men. For women who did
not complete high school, earnings are relatively flat and approximately the same

for all five birth cohorts. For women who have graduated from college, however, there
is a significant upward shift in earnings: For 40-year-old women, average earnings
grew by more than 14 percent between the 1940s and 1960s birth cohorts. For men,
average earnings grew by less than 1 percent across the same groups.



The changes in women’s earnings profiles reflect changes in the labor force, perhaps
the most important of which is attributable to the sharp increase in women’s labor
force participation rates over the past 30 years. In 1975, about 44 percent of women
were in the labor force; by 2005 that portion neared 60 percent. Men’s participation,
meanwhile, has fallen somewhat, from about 80 percent to about 75 percent over the
same period (Bureau of Labor Statistics 2008). Other changes in the labor force and
in society in general—such as patterns of marriage and childbearing, discrimination,
labor market competition, and social mores—have resulted in changing roles for

women in the labor force and hence in their earnings.

Predicting Age—Earnings Profiles in a Regression
Framework

Age—earnings profiles for each education level, cohort, age, and nativity group are pre-
dicted by a simple regression model. Using ordinary least-squares regressions, total
earnings (Y) are predicted using a set of age, education, and cohort dummy variables

(D), and a full set of dummy variable interactions:>

70 70 4 5
Y = z Dagei + z {Dagei X[z Deducatioan + z Dcohorti +

i=16 i=16 t=1 i=1

z (Dcohorti X [ z DeducationJ) (1)

i=1 t=1

The regressions are estimated separately for men and women using different weights

for natives and the foreign born. Those who are 70 and older and high school gradu-
ates constitute the reference group. The R statistic is about 72 percent for each of the
four regressions, signaling that the regression accounts for nearly three-quarters of the

variation in earnings. (Regression coefficients for all four regressions are presented in

the Web Appendix Tables W1 through W4.)

Predicted Age—Earnings Profiles: Men
Using the regression model specified above, predicted earnings for each education and

cohort combination are obtained for each age, 16 to 70. Thus, for any cohort for

3. Alternative regressions add the national unemployment rate, which serves to shift the profiles
upward but otherwise has little effect on the estimated age—earnings profiles. Using the logarithm
of earnings as the dependent variable has little effect on the overall fit of the model. If survey
respondents with zero reported earnings are included in the regressions, the profiles demonstrate
much larger declines among older groups, for which zero earnings are more likely. For purposes of
the regressions, the top and bottom 1 percent of earners were eliminated from the sample.



which there are no raw data, the regression obtains estimates using observations from
the other cohorts.*

Differences in the age—earnings profile by educational attainment are evident when
birth cohort is held constant (see Figure 3 and Web Appendix Figures W1 through
W3). For men in the 1940s cohort (Figure 3, top), there is significantly more curva-
ture for college graduates than there is for men with less education. College graduates
earn less than other groups from about age 22 to age 26, but the steeper slope of the
profile then results in higher earnings for that group for the rest of their work lives.
For the 1970s cohort (Figure 3, bottom), the profiles are similar, but the starting
points are slightly lower than for the 1940s cohort.”

The figures show differences between natives and the foreign born that are generally
larger for groups with more education and for more recent cohorts. For the 1940s
cohort, for example, the average difference between earnings predicted for natives and
foreign-born people between the ages of 30 and 50 was $1,137 (less than high
school), $973 (high school graduates), $1,227 (some college), and $2,338 (college
graduates). The same metric for the 1970s cohorts yields larger differences for the
three highest education groups: $661 (less than high school), $1,079 (high school
graduates), $1,519 (some college), and $3,622 (college graduates).6

The differences in the predicted age—earnings profiles from one education group to
another are well established in the economics literature and reflect increasing returns
on the investment in education, changing demands for labor, changes in the return on
investment in different sets of skills, and changes in technology (see, for example,

Card [1999] and Katz and Murphy [1992]). The estimates visibly demonstrate not

4. The profiles are roughly similar to those seen in Beaudry and Green (2000) and in Murphy and
Welch (1990), although those studies use log earnings as the dependent variable. Murphy
and Welch used years of experience rather than age on the right-hand side of the equation. Because
measures of experience must be inferred from an equation (the assumed start of the person’s work-
ing lifetime, typically the person’s age minus 6 minus the number of years of education) and
because experience is nearly perfectly correlated with age, the regressions above simply use age as a
right-hand-side regressor. Using administrative earnings records, Bosworth, Burtless, and Steuerle
(1999) track age—earnings profiles for men and women born between 1931 and 1960. They show
that few workers have level career earnings, and they find differences across sex and education
groups that are similar to those reported here.

5. A simple regression of the predicted earnings values on age and age-squared shows those differences
quantitatively. The coefficient on the age-squared term for each education level for native men is
—20.3 (less than high school), —28.3 (high school graduate), —38.9 (some college), and —58.7 (college
graduate). For foreign-born men, the analogous coefficients are —=19.5, —27.7, —38.1, and —56.6.

6. The regression model does not illustrate some of the important characteristics of the foreign-born
population—separately from native-born people—that help determine the path of their age—
earnings profiles. Among those characteristics are the person’s age in the year of immigration, his or
her country of origin, and the eventual place of residence (see, for example, Borjas [1987],
Lubotsky [2007], and Passel and Zimmerman [2001]).



only the shift across the education categories but also the disparity in earnings growth
for higher and lower educational attainment. Men with a high school degree or less
experience virtually no earnings growth after about age 35, and their earnings growth
before age 35 is only a fraction of that exhibited among men with at least some
college.

Predicted Age—Earnings Profiles: Women

The regression model is estimated separately for the approximately 1 million women
in the sample. (Figure 4 shows the estimates for the 1940s [top] and 1970s [bottom]
cohorts graphically; Web Appendix Figures W4 through W6 show predicted profiles
for the other cohorts.) Female college graduates in the 1940s cohort exhibit annual
earnings that exceed $20,000 for most of their working lifetimes. Women in the other
three education categories experience similar age—earnings profiles; on average, the
difference from one educational group to the next is about $6,000 to $7,000. In the
most recent cohort, college graduates experience much faster earnings growth, and the
gaps between the other three education levels are only slightly larger than they are for
the 1940s cohort.

The age—earnings profiles are flatter for women than they are for men, although earn-
ings for women continue to grow until the mid-50s.” Men’s profiles, in contrast, grow
more quickly up through the mid-30s before flattening. The earnings gap between
men and women remains substantial regardless of educational attainment, but it is
largest for college graduates. The male—female earnings ratio for 40-year-old high
school graduates born in 1970 or later is about 1.6 (see Figures 3 and 4); for college
graduates it is about 1.8.

Imputing Education Status in the CBOLT Model

To project earnings in the CBOLT model for people whose educational attainment is
known, the coefficients from regressions similar to those specified in Equation (1) are
imputed to each individual in the microsimulation. Using the individual’s age, birth
cohort, and educational attainment, initial earnings are then calculated (growth in
earnings is calculated in a separate process; see CBO [2006]). To impute education,
however, the regressors from Equation (1) are reversed so that education becomes an
output, with actual earnings, age, and birth cohort as inputs.

The absolute value of the difference between actual earnings in the CWHS and
predicted earnings for each education level from the CPS is calculated for each indi-
vidual in the CBOLT model at each age. Then, at each age, the education level that

7. This is reflected in the simple regression of the predicted earnings values on age and age-squared (see
also Footnote 5). The coefficient on the age-squared term for each education level for native women is
—9.1 (less than high school), =11.7 (high school graduate), —15.2 (some college), and —24.2 (college
graduate). For foreign-born women, the analogous coefficients are =9.1, —11.8, —15.5, and —24.3.



minimizes the absolute value of the difference between actual and predicted earnings
is assigned:

minimum gap,ge = MiNimMum,ge (IY = Yuisus|i|Y = Yusenli|Y = Ysoct|;|Y = Ycoen|)  (2)

Educational attainment (LSHS is less than high school, HSGD is high school gradu-
ate, SOCL is some college, and COGD is college graduate) is determined for people
who have positive earnings at those ages and who are not receiving disability insurance
benefits. The calculation is done by comparing the probability of each education level
to a random number selected from a uniform distribution.

An example might help clarify the process: In this case, consider a man born in the
United States in 1954 (thus, age 50 in 2004) who has a stream of earnings over his
lifetime (see Table 2). The earnings for this imaginary worker from the age of 30
through 39 are shown in the second column of Table 2. In columns 3 through 6, pre-
dicted earnings from the CPS model for males born in the United States in the 1950s
are shown for each level of educational attainment. The absolute value of the differ-
ence between each predicted education level and actual earnings is then calculated; the
absolute value of the minimum across those four values is shown in column 7. Educa-
tion is then assigned using the frequencies of each education level resulting from the
minimum of the absolute difference. Thus, the probability of this worker having less
than a high school education is 30 percent (3 out of 10), there is a 60 percent proba-
bility that he is a high school graduate, a 10 percent probability that he has some col-
lege education, and a zero probability that he is a college graduate. Each probability is
compared with a number drawn randomly from a uniform distribution to determine
this theoretical person’s educational attainment.®

To be sure, not everyone’s earnings path is so simple or smooth. Some high school
graduates” earnings resemble those of the typical college graduate; some college gradu-
ates work in low-paying jobs for a lifetime. Moreover, year-to-year variability in
earnings can create uneven paths in an individual worker’s age—earnings profile.

For example, CBO has reported that about 40 percent of workers experience a

25 percent or greater change in their year-to-year earnings (CBO 2008). Thus, the
variation in earnings both across and within education categories complicates the
initial imputation strategy.

8. Alternatively, the most common occurrence of education (the mode) in the series could be used to
assign educational attainment. Thus, in the example, the worker would be considered a high school
graduate. That methodology, however, requires a secondary adjustment to account for people who
have low earnings even though they actually have more education. The differences between the two
methods, however, are small.



Adjusting the CPS-Predicted Profiles

Before making secondary adjustments, it is important to note that there are funda-
mental differences between the CPS and CWHS data sets. First, the CWHS contains
more observations at the very bottom of the distribution and, because of top-coding
in the CPS, more observations at the very top of the distribution (see Table 3). For
example, 3.5 percent of workers in the CWHS had earnings of $1,000 or less in 2004;
only 2.1 percent of the workers in the CPS are in that category. The differences
decline as earnings rise: 21.0 percent of workers in the CWHS and 20.6 percent of
workers in the CPS had earnings of $10,000 or less in 2004. At the top of the distri-
bution, because of top-coding, there are no workers with earnings of at least $300,000
in the CPS. In the CWHS, however, 0.6 percent of workers have at least $300,000 of
earnings. To accommodate the differences, the CPS-predicted profiles are adjusted to
better capture the age—earnings profiles of individuals in the CWHS. To do so, each
CPS-predicted age—earnings profile is multiplied by a fixed factor such that the pro-
files are shifted up or down to better match the earnings distribution in the CWHS
(see Table 4).

To adjust for differences in the CWHS and CPS and for variability in individual
earnings patterns, two more adjustments are made to the initial assignments,

based separately on sex and nativity. The first compares actual earnings at different
points in a worker’s lifetime with earnings predicted by the CPS regression model. For
people who have positive earnings for ages 28 to 30 and 52 to 54, the ratio of

total actual earnings at ages 52 to 54 relative to total actual earnings at ages 28 to 30
(Y55_54/ Y25 30) is compared with the same ratio from the predicted earnings profiles.
If the ratio of actual earnings is larger than that predicted in the CPS, the person’s
educational attainment is increased to the next level. If the ratio exceeds an even
greater threshold than the CPS prediction, educational attainment is increased by two
categories. For people who were 51 and younger in 2004 and had at least one year of
zero earnings out of the three years between ages 28 to 30 and again between ages 49
to 51, the points of comparison are sequentially moved closer together. Once three
consecutive years of positive earnings are found, the ratio calculation is repeated and
the same set of thresholds is applied. For people who were 52 and older in 2004

and had at least one year of zero earnings between 28 and 30 and between 52 and 54,
the points of comparison are moved forward. Thus, for the denominator, three years
of earnings between the ages of 31 and 54 are used; for the numerator, three years of
earnings between the ages of 54 and 70 are used.

The thresholds used to compare the actual ratios with the CPS-predicted ratios differ
by sex and nativity (see Table 5). The thresholds were chosen such that the education
distribution in the CBOLT model approximated that in the CPS. The one-step
education adjustmen